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Executive Summary
Data Unification is a critical capability for any organization looking to derive unique insights from their data. However, 

efficiently and accurately merging disparate data sets can present a significant challenge. This is particularly true in 

the intelligence community where a unique mixture of proprietary (clandestinely collected), subject matter expert 

(SME) derived, and open source data must coalesce in order to extract mission-enabling insights. A prime example 

of this can be observed in the context of geospatial intelligence, where agencies are faced with merging highly 

structured, open source geospatial data and SME-derived geospatial insight. The SME-derived data provide key 

mission focused context based on years of regional expertise; however, the non-specific nature of the SME-derived 

data presents a significant aggregation challenge. 

Historically, agencies have addressed this problem by relying on analysts to manually integrate their insights into 

structured geospatial repositories. At small scale, this approach can be effective but as incoming data volumes 

increase, it has become impossible for manual efforts to keep pace. Given this realization, agencies have looked to 

machine learning to automate and accelerate these efforts. However, traditional machine learning approaches have 

proven ineffective due to the significant amount of manual input required to train these systems and their inability to 

continuously learn from SME input. 

Despite these challenges, a machine learning-based approach to this data unification challenge has emerged. Tamr 

has created an interactive machine learning platform that simplifies the process of data unification by automatically 

mapping disparate data sources into a unified schema and identifying unique entities within and across the sources, 

using SME insight to constantly improve the algorithms and the accuracy of the results. This unique workflow 

enables Tamr to deliver the speed, scale, and accuracy that agencies need in order to keep pace with the data 

unification efforts while still incorporating the unique insights of its intelligence experts and SMEs. Utilizing Tamr, 

analysts and SMEs across the intelligence community are able to gain unparalleled insights into their data by 

automatically resolving their proprietary datasets with robust open source information.

Background
Analysts and data scientists across the intelligence community are constantly working in two distinct worlds of data. 

Given the intelligence community’s ability to create and uncover unique data via clandestine means, analysts have 

access to large, proprietary datasets as well as an ever-increasing volume of open source information. Additionally, 

subject matter experts (SME) are constantly creating unique and derivative intelligence data based on their own 

expertise. The non-standardized nature of much of the SME-generated information has led to the creation of manual, 

cumbersome curation processes that rely heavily on SME’s to join user-defined data with more structured “true” data 

points.

The ability to merge these proprietary and open source data sets with the unique insights of regional SMEs is a 

critical step in the intelligence process. However, this aggregation of data can prove to be difficult, particularly when 

dealing with non-specific taxonomies amongst geospatial data. For example, analysts regularly maintain their own list 

of location names: “Starbucks on Main Street”, “Burger Place at 123 South Street”, etc. These location descriptions 

provide enough information for the analyst to accurately reference, but are not easily matched to an actual known 

location in an automated fashion. Meanwhile, these same locations exist in open source datasets in more detail – 

including data such as geo coordinates, address information, and even social information.

There is little doubt about the value of geospatial intelligence, particularly when combined with the unique insight 

of regional SMEs. However, the manual nature of this data unification effort, exacerbated by the explosive growth 

in data, has created a significant analytic bottleneck that agencies must overcome. Unification of this data through 

machine learning has been attempted; however, these solutions require extensive technical expertise to implement 

and lack critical analyst insights. What is ultimately needed is to leverage the speed and versatility of machine 

learning while allowing for iterative input from subject matter experts. It is only by coupling the efficiencies of 

computing with the insights of analysts that this problem can be truly solved.
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Current Challenge
Organizations, especially those dealing with physical locations, tend to have messy, sequestered, and self-

referential user data.  These points typically contain information that is significant to the individual end user, 

enabling them and them alone to easily find it at a later date. However, this non-specific data will mean little or 

nothing to a fellow analyst.  This creates a single point of failure by requiring the creator to manually clean and 

reference their data before it can be integrated and analyzed by others at scale.  These data points will ideally be 

matched with a ‘known truth’ dataset in order to maintain internal consistency and follow best-practices across the 

industry. Thus, organizations need a way to easily aggregate these numerous data points while keeping analysts 

and SMEs sufficiently informed to evaluate, monitor, and verify the correlated location information.

Data Characteristics 
Data of interest to the geospatial intelligence analyst may come from a variety of sources and present itself in 

many formats.  For this example, let’s assume there are two general sources of information: proprietary, hand-

curated location information and the OpenStreetMap’s Points of Interest (POI) database. 

The proprietary dataset, due to its manual propagation, is missing key information and features that allow it to 

easily be identified as a unique location.  Some examples of this missing information may be a full address but no 

associated name, full name but no associated address, partial name, partial address, truncated (less accurate) geo 

coordinate, etc.  The source and reason for this dataset’s lack of vigor is typical due to its derivative nature.  An 

analyst may find a point of interest and mark it in passing, but not maintain full accuracy due to time constraints or 

simply lack of foresight. 

The OpenStreet Map POI dataset, on the other hand, is a reasonably complete and robust database comprising of 

many locations throughout the globe.  It is a crowd-sourced dataset, which is managed and maintained by locals 

across the world.  This allows for regional experts to add and verify local places of interest. 

Current Approach
As data volumes continue to grow, the ability for analysts and practitioners to keep pace with their traditional 

manual data curation processes is increasingly strained.  The failures stem from either a lack of time dedicated 

to manual data curation, the current deficiencies in machine-only analysis, or the all-too-common siloed nature of 

existing data repositories.

Since most locations in datasets are imprecise markers known only by the analyst who creates them, analysts 

and like-minded SMEs must take the time to manually fit their reference data to a known point in a public dataset.  

While this may be fine for cleaning up smaller datasets, it is untenable at scale.  The analyst/SME has the ability, 

but lacks the time.

 On the other hand, machine learning offers an ability to scale with today’s mission requirements.  Algorithms 

are now able to adapt to their current situation and perform matches and calculations without constant iterative 

integration and algorithmic tweaking from a human.  This is incredibly beneficial, as the machine has the time to do 

what the SME does not.  However, the major deficiency with these machine-based approaches is that the machine 

lacks key insights offered by the analysts. This is especially important to remember when working with data that is 

quite literally derived from the analyst’s thoughts and experiences. 

Furthermore, the siloed nature of today’s data repositories provides added challenges to this approach. The 

reality in today’s analytic environments is that data are dispersed among many systems and created by numerous 

people across the organization.  This fracturing of data leaves many relationships and insights undiscovered, 

effectively underutilizing information in hand and ultimately risking mission success. 
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Interactive Machine Learning Approach 
Due to the non-standardized, highly personalized nature of manually gathered data, merging data sources 

requires eyes-on-screen and potentially SME input to accurately match existing points. Even today’s commercial 

data mastering products marketed as automated solutions rely heavily on significant manual input from SMEs.  

The result is expensive and long projects as well as users who compromise by integrating a smaller scope of 

data. Tamr positions itself exceptionally well as a solution to this problem by automating the process of unifying 

data and matching records from different data sources with an efficient and consistent process that scales while 

maintaining the highest levels of accuracy.

Often, data sources are trapped in different schemas across an organization and contain duplicates or multiple 

naming conventions referencing the same entity, making preparing the data for downstream analytics very 

difficult. Tamr’s machine learning-based platform automatically suggests how to map these disparate sources 

into a unified schema and then identifies the unique entities within and across the datasets.  

The process is simple and starts with very little initial training by a user. Tamr will strategically select 

representative (less than 1%) record pairs from the ingested datasets that would best train the system to 

accurately match attributes and records, regardless of the source. These selected pairs are then presented to 

an analyst or SME who determines if the pairs are 1) a match, 2) distinct, or 3) inconclusive. The system uses 

this new data to learn the criteria deemed important by the user in matching attributes and records. Since these 

decisions are entirely up to the user engaging in the training exercise, Tamr is able to form relational bonds out 

of non-obvious property values. This allows for unique relationships to be found and is where the true value of 

the SME is realized. While users must understand their data, they do not need to understand machine learning to 

leverage its strengths downstream - greatly reducing the need for data scientist or programmer involvement.

Once system training is complete, Tamr is transferred into production mode for ongoing data unification at 

enterprise scale and speed. Utilizing machine learning and the knowledge gained from the training exercises, 

Tamr will automatically join datasets, identify the unique entities within and across the datasets and then merge 

each entity into a single version of the truth. The system will create confidence factors for all matches to allow 

users to determine information trust levels – ensuring the highest levels of accuracy. When novel data or edge 

cases occur, additional training may be iteratively used to handle anomalous points.

Tamr for Geographic Disambiguation
To integrate organizational data sources and disambiguate their entities, data sources must be loaded and 

aggregated in Tamr.  Curation will be automated after a series of training exercises, allowing the analyst or SME 

to specify how a match is defined.  Examples of these fuzzy matches may be similar place names, addresses, or 

even city and state.  Tamr can take into account both individual and aggregate properties when developing its 

taxonomies. This weighting and referencing is determined by the training process and how much emphasis SMEs 

places on each of the properties.

 

The Tamr pipeline includes data profiling, cleansing, grouping and basic transforms, schema mapping, fuzzy 

matching, and unification rules.  Through its APIs, Tamr allows the user to create a fully enclosed, programmatic 

system for data unification.  Machine learning makes the calibration of this system easier than it otherwise would be.
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Figure 1: Tamr Data Unification Workflow
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The Tamr pipeline includes data profiling, cleansing, grouping and basic transforms, schema mapping, fuzzy 

matching, and unification rules.  Through its APIs, Tamr allows the user to create a fully enclosed, programmatic 

system for data unification.  Machine learning makes the calibration of this system easier than it otherwise would 

be. Once Tamr has a full understanding of the data, property types, and how all sources interact, there is a 

natural progression in its ability to append additional sources. For example, users interested in understanding 

categorical information for locations, such as cuisine type for restaurants or star ratings for hotels, can now 

source and automatically merge this data to points that they were previously not able to aggregate.  This can be 

accomplished because all consolidated points contain exact geo-coordinates and address information inherited 

from the OpenStreet Map dataset.  This idea can also be expanded with interest in reviews or user comments by 

leveraging sources such as Yelp or TripAdvisor. 

Summary 
By utilizing Tamr, analysts and SMEs across the intelligence community are able to gain unparalleled insights 

into their data by automatically resolving their proprietary datasets with robust open source information.  This 

can be done with the highest levels of speed, scale, and confidence due to Tamr’s human-guided machine 

learning approach.  Through automatic preparation of data, analysts and subject matter experts save inordinate 

amounts of time they would typically spend on manual data curation.  Moreover, the incorporation of SME 

knowledge in the curation process ensures the highest level of trust in the results from Tamr’s system.

As discussed, the need for human-guided automation is especially prevalent in the geospatial realm when 

having to merge physical locations with messy, sequestered, and self-referential user data. Because these 

points contain information obvious only to the SME, there is a strong reliance on a single individual to merge 

information before it can be leveraged for analysis.  Tamr is able to automate this process by leveraging the 

unique insights of the SME and applying their knowledge to an automated data unification process.  Tamr does 

this by matching these data points with a ‘known truth’ dataset in order to maintain consistency with best 

practices across the industry. 

Once this data is resolved to known entities, analysts are able to leverage the augmented information 

(containing data such as geo-coordinates, addresses, formal names, etc.) to better understand their own 

places of interest.  These enhanced points open the door for easier integration / matching of additional 

external information sources and ultimately paint a more comprehensive picture of the place of interest.

About Tamr

Tamr, Inc., provides a data unification platform that dramatically reduces the time and effort of connecting and 

enriching multiple data sources to achieve a unified view of siloed enterprise data. Using Tamr, organizations 

are able to complete data unification projects in days or weeks versus months or quarters. For your own 

personalized Tamr demo, visit www.tamr.com.
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